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Abstract

The purpose of this study is to demonstrate a new approach that uses model-based clustering
of environmental variables instead of the variables themselves (as a method of data
reduction), and to develop a multi-level model based on these clusters in order to investigate
the relationship between groups of environmental variables and peak flow rate for school
children. The approach is applied to the same data in Ward et al (2002) in which the peak
flow rates were twice daily (am and pm) recorded for a period of 56 consecutive days of a
cohort of 150, 9 years old, children was selected at five schools in Birmingham and Sandwell.

Our approach involves a modelling strategy carried on in two major stages, namely; model-
based clustering based on Expectation Maximisation (EM) algorithm to reduce the huge
number of variables, and residual maximum likelihood is then applied to a mixed-effects
multilevel model. Stage one reduced the 42 independent variables and their lags to 5 main
groups. In stage two, investigated the relations between these groups and the peak flow as a
dependent variable.

Our results reveal the followings: the higher the pollution the lower the peak flow, one
specific school has shown a common low peak flow among the children, and we find as
expected significant difference between morning and evening peak flow.

Keywords: Peak flow, asthmatic children, model-based clustering, Multilevel Modelling,
mixture Gaussian

1. Introduction

The relationship between peak flow rate and environmental factors including
temperature, ozone concentration and pollutant levels has been investigated in several

previous studies and remains the subject of considerable research. To mention some,



Neas et al (1995) investigated the association of ambient air pollution with twice daily
Peak Expiratory Flow Rate (PEFR) measurements in children in the US. The authors
concluded that summer occurrences of excessive acid aerosol and particulate pollution
are associated with declines in PEFR in children. Zee et al (1998) have studied the
acute effects of air pollution on children’s respiratory health in the Netherlands. The
data they considered are collected during three months in the winter 1993/1994 and
consist of two panels of children with chronic respiratory symptoms, one in the center
of Amsterdam and the other in the rural area about 100 km northeast of Amsterdam,
as a control area. The study, however, did not show clear consistent associations
between air pollution and children’s respiratory health in both urban and the control
area. At almost the same time Timonen et al (1998) also studied the effects of air
pollution on respiratory health of children in Finland. The design of the experiment
and nature of data were quite similar to that of Zee et al (1998). The authors found
that, even at low the particulate matter (PMuo) level, particles from combustion

processes might be associated with a decline in PEFR among symptomatic children.

Hwang et al (2000) used a subject-domain approach to study the effects of air
pollution on schoolchildren’s illness absence. Using data set from a school absence
monitoring study conducted during 1994-1995 school year in Taiwan and found
among other things that the schoolchildren’s risk of illness absence were significantly
related to acute exposures to nitrogen dioxide (NOz) and nitrogen dioxide (NO) with a
1-day lag at levels below the World Health Organisation’s guidelines. On the other
hand, the authors not find any significant associations between air pollution and
schoolchildren’s absenteeism using time-domain approaches. Peacock et al (2003)
studies the acute effects of winter air pollution on respiratory function in
schoolchildren in southern England. The study stated that there were no clear effects
of any pollutant on mean PEFR. The authors observed, however, other negative
associations with some acids like NO2, SO4* and PMo, and that the PM1o only was
stronger in wheezy children.

However, one major difficulty in the above mentioned studies and many other
analyses that seeking to establish the relationship between environmental variables
and peak flow rates is the large number of environmental variables. For instance, a
recent study in the UK conducted by Ward et al (2002), analysed peak flow rates in
children who attended five schools with respect to twenty-eight environmental



variables using regression models. Although there were some statistically significant
associations between environmental variables the number of variables made
interpretation challenging. Is this paper, and to overcome the problem, we adopt the
idea of reducing the dimension of these variables to clusters.

The purpose of this paper, using of the same data in Ward et al (2002)’s study, is to
demonstrate a novel approach that uses clusters of environmental variables instead as
a method of data reduction and develop a multi-level model based on these clusters.
We then apply this model to all of the children and the two subgroups of children. Our
aim is to investigate the relationship between groups of environmental variables and
peak flow rate for school children. The paper is designed as follows: Section 2,
present a brief description of the data we analyse. In Section 3, we discuss rationale,
methodology and statistical analyses, while in Section 4 we present our results. In

Section 5, we summarise the study and give some conclusions.

2. Data Description

In this section we introduce and discuss the data that we use in this study. The data set
is divided into two groups, namely peak flow data and environmental data.

2.1. Peak Flow Data

The data set has been described fully in Ward et al (2002), but we here give a brief
description of it. A cohort of 150 children aged 9 years was selected at five schools in
Birmingham and Sandwell. For each child, the peak flow rates taken twice daily (am
and pm) were recorded for a period of 56 consecutive days over two eight-week
periods during the periods from the 13" of January to the 10" of March 1997 (that
represents winter time) and during 19" of May to 14" of July (that represents summer

time).

2.2. Environmental Data

The five schools were near existing background urban air pollution monitoring
stations. The University of Birmingham Weather Service and the Pollen Research
Unit, Worcester provided daily maximum, mean and minimum temperatures, mean

relative humidity, barometric pressure, rainfall, wind and solar radiation. This data



set, which covered the same 8-week time period as the peak flow measurements, was

available in a spreadsheet with pre-defined groupings as shown in the Table 1 below.

Table 1. Structure and contents of five groups of environmental variables

Group number and Variables included
description

1 — Meteorology* Temperature (mean)
Humidity

Pressure

Rainfall

Wind speed

Solar Radiation

2 - Particle mass® PMao
PM; 5

3 - Main acids” Hydrochloric Acid (HCL)
HNO3
SOZ

4 - Other acids” CcL

NO,

NH4*

Ammonia (NHs)

5 - Other gases” SO,

Ozone

Nitrogen Oxides (NO, NO3; NO>)
Carbon Monoxide (CO)

*: Available separately for Birmingham and Sandwell
$: Only PM3;s is available separately for Birmingham and Sandwell
#: Not available separately for Birmingham and Sandwell

Our preliminary analysis shows that there exist some systematic differences between
the schools under consideration with respect to children’s peak flow. Table 2 below
shows the distribution of low and high median peak flow children in each school. The
median is chose because of its robustness. A closer examination of these results shows
that the majority of the children in one school (School 2, bolded in the table) have low
median peak flow. Children’s peak flow from the other schools, however, shows the
reveres. Another finding is with regards to the children in School 5, where the
majority of them have high peak flow. It is important to note that the School 2
geographically lay very close to heavy-smoke factory. The new derived variables

meant to reflect the combined effect of several variables,...

Table 2. Distribution of low and high median peak flow children

School Low median peak flow High median peak flow children
children n (%) n (%)
1 17 (44) 22 (56)
2 17 (74) 6 (24)
3 17 (56) 13 (44)
4 12 (43) 16 (57)




| 5 | 9 (30) 21 (70)

3. Rationale, methodology and Statistical Analyses

As can be seen from Table 1, there are a large number (21) of environmental
variables, which is not too practical to include in one model and interpret, especially if
the lag of each variable is used yielding 42 variables. A naive modelling strategy may
consider all 42 variables at once in a large model (mixed-effects, see below) to predict
peak flow. There are several problems with this approach, which include (a) the
serious potential of over-fitting, (b) the difficulty with exploring interactions and
finally (c) the difficulty of interpretation. For completeness we construct this fully
saturated model that produces a log likelihood of -77801.42 (other results from this
model are not included here to save space). We find 10 environmental variables to be
statistically significant at the 5% significant level. These variables are lag mean
temperature, lag humidity, lag of rainfall, lag solar radiation, HCL, HNO3, lag HNO;,
S04, lag NOs;, NHs*, and lag co. However, the results are not readily interpretable
appearing nonsensical. We therefore conduct a model development strategy that could
deliver substantial variable reduction without compromising the systemic nature of
the environmental variables and the separation between lagged and un-lagged

variables. Our modelling strategy involves the two following stages.

Stage 1

We first use model-based clustering techniques based on Expectation Maximisation
(EM) to reduce the number of variables. Unlike clustering methods such as K-means
clustering, the analyst does not impose the number of clusters on the data set (see
Fraley and Raftery, 2002). Instead, the EM algorithm determines the number of

clusters within the dataset using successive iterations based on the log likelihood.

Using model-based clustering, the data matrix X of dimension d within the k' cluster

is mathematically represented by the following Gaussian model,

B (X| 1, 24) = (2”)7 | 2, |7E eXp{_%(Xi _:Uk)T Z:;1()(i — i)} 1)



whose mean and covariance matrix are denoted by p and >k respectively, and where
k is the number of clusters. The covariance matrix 2k, of each cluster is parameterised

into its eigen-value decomposition that is given in general form

>, =AD,AD], k=1,....G. ()

In this general decomposition, the statistical characteristics of the k™ cluster are
derived. The matrix of eigenvectors Dk is orthogonal, implying that Dy" = Dy?,
defines the orientation of the cluster. The diagonal matrix Ax is the basis of the
eigenvalues of D, defines the shape of the cluster, while the multiplicative scalar of

the basis Ax, i.e. 4., corresponds to the volume of the cluster in the d-space.

Given any model defined by the eigen-value decomposition of >, for the clusters, the
model is fitted to the data with selected number of clusters. This is done using an
iterative EM routine that iterates between an E-step, which computes a matrix z, such
that zx is an estimate of the conditional probability that observation i, belongs to group
k, given the current parameter estimate, and an M-step, which compute the maximum
likelihood parameter estimate, given z. The mixture likelihood value Lwm for the

Gaussian mixture model is given by,

Ly (6116537100176 | X) =ﬁirk¢k(xi 16,) ®)

i=1 k=1

where t© and ¢, (x| 6,) are respectively the probability mixing proportions) and

density that an observation x; belong to the k™" cluster, 8x are the corresponding

parameter in equation 1, G is the number of cluster in the mixture, n is the number of

G
observations, and » 7, =1.
k=1

Given the data and selected number of clusters, the EM-algorithm fit the data to the
chosen parameterised model and for the optimum selection of cluster number and
model from various permutation j, an approximate expression of the Bayes factor is

used.

2log p(x|M,)+const~ 2L, (x;6,M,)-v,logn = BIC, (4)



where p(x|My) is the integrated likelihood of the data to model Mjand L, (X, éj, M;) is

the maximized mixture of the log-likelihood for the model, V;j is the number of
parameters to be estimated in the model, and BIC denotes the Bayesian information

criteria.

Now, following this methodology we maintain the variables groupings shown in
Table 1 and use model based clustering to determine for each group (1-5) the number
of classes therein. For example, we find that the six variables in the meteorology
(Group 1) can be classified into three classes (1,2,3). So these six variables are
reduced to a single cluster variable, called the meteorology cluster, with values of 1, 2
or 3. We repeat this process using the lagged group of variables and thereby deriving
clusters (e.g., lagged meteorology clusters). Then, discriminant analysis (based on the
normalised variables) is used to identify the most dominant variable in each cluster,
and then order the cluster numbering accordingly. The results for discriminant
analyses are not shown here to save space, but the ordering of the clusters that are
based on the dominant variables are shown in the box-plots of Figures 3-7. However,
10 clusters are derived from Stage 1 for each group (5 for the lagged and 5 for the un-

lagged variables) and then used in following stage 2.

Stage 2

We here develop a mixed-effects model with peak flow as the dependant variable, and
the clusters from Stage 1 as the independent variables. Since not all children had
values for all 56 days, the data has then an unbalanced structure and, hence, the
residual maximum likelihood is used in the analysis. In our mixed effects model, peak
flow is the dependant variable, with children and their two sets of timings for daily
peak flow measurements (am and pm) as random effects. These daily timings are
nested within children for 1-56 days.

The study data consists of repeated peak flow measures of a random sample of
children. We can start by writing a simple empty model

yij :B+ﬂ0j+eij ) (%)
where yi; denotes the peak flow of the i'" measure for the j child, S represents the

mean peak flow, f,; is a random variable representing “between-children”



variability, and e; is a random variable representing “within-children” variability.

The distributions of the random variables are

Bo; ~N(0,0¢) and e;~N(0, o), (6)

where o and o are respectively the variances of the between children (level two)

effect and the within children (level one) effect. The fixed-effects data matrix Xjj in

the next equation represents the mixture of metrology and pollutant variables

Yij :B"'ﬁxij"'ﬂoj'"'eij’ (7

a positive value of the g coefficient indicates positive fixed effect and how strong

this effect is on the peak flow. School effects and twice daily occasions effects can be
included as a random effects and take extra levels.

Now, to reach our final formalised model we use several intermediate steps. Firstly, to
determine whether the lagged or the un-lagged clusters should be included in the
model, we use the following strategy. We model peak flow using one lagged and un-
lagged cluster pair at a time (for example we model peak flow using the lagged and
the un-lagged meteorology cluster and find only its lag to be statistically significant at
the 5% level, so we retain the lagged meteorology group). We thus use this strategy to
determine the relative significance of lagged and un-lagged groups and only retain
those groups that show to be significant at the 5% level. This step yields seven
environmental clusters for further model development, namely; the lagged
meteorology cluster, lagged and un-lagged particle mass cluster, un-lagged main acids
cluster, lagged and un-lagged other acids cluster, and lagged other gases cluster.

We then use these seven statistically significant clusters from the previous step as a
basis for the development of our final mixed-effects model. The seven clusters are
entered as fixed effects and are coded as 1, 2 (up to 7), which are strictly speaking
nominal values. The model development is undertaken using cluster variables as
nominal values and ordinal values based on the dominant variable identified by
discriminant analyses in Stage 1. We report the results from the ordinal approach,
however, because the resulting log likelihoods are very similar in both cases and that

it results in @ more parsimonious model. Moreover, we acknowledge that the ordinal



model may have some advantages in interpretation. We also explore interaction
possibilities and the inclusion of a school term as random and fixed effect. The
residuals plots in Figure 1 indicate that there are distinct subgroups of children in the
dataset.

4. Results

In this section we present the main results from our modelling strategy. We first
present results for the model based clustering and then we present the results for the

mixed-effects and multilevel modelling.

4.1. Model based clustering

Each cluster variable is independently analysed to determine how many classes it
contains (the results are shown in Table 3). For example, the meteorology cluster
variable, which consists of six variables for 56 days, is found to have three classes,
namely; class 1 - 8 days, class 2 - 42 days and class 3- 6 days. The six variables of the
meteorology cluster are shown in Figures 3-7 and are ordered by the dominant
variable determined by discriminate analyses. From Figure 3, it is clear that in the
meteorology group, class 1 is composed of relatively colder days (n=8 days), class 2
composed of relatively mild days (n=42 days) and class 3 composed of relative hotter

days (n=6 days). Similar interpretations can be undertaken for each cluster variable.
The numbers of classes for each cluster or group variable using lagged and un-lagged

data are identical except in the case of the main acids cluster and its lag. This might be

due to the lack of correlation between the lagged and un-lagged variables.

Table 3. Results from model based clustering

Cluster No Cluster Name No of No of days iE each cluster”
clusters (n=56)
1 Meteorology 3 8,42,6
I Lagged meteorology 3 8,42,6
2 Particle mass 2 42,14
2’ Lagged particle mass 2 43,13
3 Main acids 3 26,11,19




3’ Lagged main acids 2 32,24
4 Other acids 5 19,19,8,6,4
4 Lagged other acids 5 15,10,16,9,6
5 Other gases 2 20,36
5’ Lagged other gases 2 45,11

’: indicates that the variables in this group are lagged.
*: cluster numbering follows same order as data in this column (e.g., Meteorology cluster has 3 classes

numbered 1,2,3, where class 1 has 8 days, class 2 has 42 days and class 3 has 6 days, respectively).

4.2. Mixed-effects modelling

Here, each cluster and its lag are entered as fixed effects in a mixed-effects model
with peak flow as the dependent variable. School is omitted at this stage. The results
are shown in Table 4 below. From this table, we select seven clusters (bold in the
table) that are statistically significant at the 5% level. These seven cluster variables
are then used as the basis of final model development, for which we follow the

following strategy.

Table 4. Results from modelling lagged and un-lagged groups

Cluster Name Coefficient in model (p value)
Meteorology 1.9677 (0.0467)
Lagged meteorology 5.3667 (< .0001)
Particle mass -5.9813 (<.0001)
Lagged particle mass -4.8173 (<.0001)
Main acids -4.580 (< .0001)
Lagged main acids -0.7059 (0.5193)
Other acids -0.9561 (0.0657)
Lagged other acids -2.4353 (< .0001)
Other gases -6.4711 (<.0001)
Lagged other gases -6.2221 (<.0001)

We first develop the model (Model 1) using the seven cluster variables as independent
variables and school as a fixed effect. The model’s summary is shown in Table 5. It
can be seen that a number of cluster variables are now no longer statistically
significant (at the 5% significance level) and that the coefficients of the lagged

particle mass cluster has become positive. We interpret this change in sign of this

10



coefficient as indicative of a possible underlying interaction between this grouping

variables and another grouping variable

We attempt all pair wise interactions between the lagged particle mass cluster and the
other clusters, finding only one statistically significant interaction with the lagged
other acids cluster. The results of this model (Model 2) are also summarised in Table
5, which show that the main acids cluster is no longer statistically significant. We then
remove this cluster from Model 2, and produce Model 3 (see Table 5). Moreover,
when plotting the residuals from Model 2 (not shown here to save space), we note
some downward trending of the residuals which we then use when constructing a new
model (Model 3) using a different variance-covariance matrix of the residuals per city
stratum based on the ratio of the standard deviations of peak flows for each school
divided by standard deviation of peak flows for children at the schools of the city of
Birmingham. Note that, in general, weighted residuals lead to better fitting and here
we use the power function to construct the variance function in order to optimise the
fit (see Pinheiro and Bates, 2002, pp 208). Model 3 produces a statistically significant
reduction in the log-likelihood (Model 2 = -77982.32, vs. Model 3 = -77919)

Standardized residuals
Quantiles of standard normal
°

T T T T T T T T T T T
200 300 400 500 -4 -2 0 2 4 6 8
Fitted values Standardized residuals

Figure 1 Residual plots from model 3, with only one removed outlier (data point >8)

Table 5 — Model summaries

Model 1

Model 2

Model 3

Random Effects

[Standard error]

[Standard error]

[Standard error]

Between children 56.509 56.411 56.58
[ 3.456] [3.443] [3.45]
Between occasions (am/pm) 5.889 5.885 5.94
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[0.995] [0.980] [0.96]
X\éﬁglrznoccaswn within 51.747 51.73 51.73
[ 0.303] [0.303] [0.35]
Fixed Effects
Intercepts 260.14 265.17 304.49
[10.42] [10.55] [8.37]
School 1.9337 1.9351 1.93
[0.22] [0.22] [0.22]
Lagged Meteorology cluster 2.1368 2.2781 2.11
[1.014] [1.015] [1.00]
Particle Mass cluster -1.3582NS -2.5068NS -2.47
[1.355] [1.41] [1.24]
Lagged Particle Mass cluster 5.6182Ns -7.1473NS -9.03
[2.534] [4.99] [4.55]
Main Acids cluster -1.3272N8 -0.1250N8 -
[0.804] [0.8895]
Lagged Other Acids cluster -0.5429 -5.7347 -5.81
(0.3172) [1.831] [1.56]
Other Gases cluster -3.4624 -3.0690 -3.19
[1.41] [1.415] [1.35]
Lagged Other Gases cluster 8.8089 13.6395 -10.51
[2.79] [3.195] [2.81]
Interaction
Lagged Particle Mass cluster - 4.3312 4.36
and Lagged Other Acids cluster [1.459] [1.26]
Residuals Variance function - - 0.149[0.025]
based on two cities -0.285[0.030]
(Birmingham and Sandwell)
Iogl_ikelihood -77988.02 -77982.32 -77919

4.3. Model Interpretation

There are several interpretations that can be made from the final model (Model 3).
Firstly in all models, we find that, after accounting for the effect of the environmental
variables, there is a systematic school effect. The results (see Table 2) indicate that the
children one school out of five have lower peak flow level than in the others. It is
important to note that the specific school geographically lay very close to heavy-

smoke factory

Each variable group in Model 3 makes a statistically significant contribution to
explaining children’s peak flow. Consider the lagged meteorology cluster or group,
which is build of three classes (1-3, see the box plots in the appendix), with 8, 42 and
6 days respectively. Model 3 suggests that change in this cluster is associated with a

mean increase in peak flow rate of 2.4 units for all children. In other words, as we
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move over time from days that are relatively colder to milder days the mean peak flow
increases by 2.4 units for all children. Lagged particle mass, which is composed of
two classes, with the majority of days (43) have relatively lower levels of lag PM1o
and lag PM2s. When the levels of these pollutants increase, as indicated by moving
from class 1 to class 2, the model suggests that the mean reduction in peak flow rate
will be about 8.9 units. This process of interpretation can be applied to the other
variables. Interestingly, Model 3 suggests that the lag of other gases cluster is the
most influential on peak flow. As we move from class 1 to class 2, we see a mean
reduction in peak flow rate of about 12 units for all children. When we examine the
associated box plots we see that class 1 is characterised by relatively higher levels of
ozone (45 days) and class 2 is associated with relatively lower levels of ozone (11
days) so an increase in ozone levels is associated with decreased peak flow. Note that
no comparable interpretations are possible from the fully saturated model because of
the large number of included variables.

Table 5 also shows that there is a significant interaction in model 3 between the
lagged particle mass cluster and the lagged other acid cluster. This interaction is
positive whilst the fixed effects coefficients are negative. This is explained by the
lagged other acid cluster variable which ranges from 1-5. When this variable takes on
values of three and above, the interaction produces a net positive effect on the peak
flow. It is not uncommon to have change in the direction of interaction, for example
the linear model in the paper by South & Crowder (1999) shows negative direction of

interaction with two positive components in the model.

5. Summer and Conclusions

In this paper we propose a new approach to model the relationship between a numbers
of environmental variables and their effects on children’s peak flow. The data are
collected for five schools from two areas in west midland UK, namely, Sandwell and
Birmingham. The data consist of twice daily (am and pm) peak flow rates that are
recorded for a period of 56 consecutive days over two eight-week periods, during the
periods from the 13" of January to the 10" of March 1997 (representing winter time)
and during 19" of May to 14" of July (representing summer time), of a cohort of 150,

9 years old, children.
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Our modelling strategy consists of two stages and combines model-based clustering
with mixed-effects modelling and mixture Gaussian components to reduce the large
number of available environmental variables to few such groups, and then apply the
residual maximum likelihood method (that can take account for possible missing
values) on the mixed effects model including those environmental groups. The results
indicate that when the pollution is high the peak flow is low among the children. The
results also indicate that one specific school has shown a common low peak flow
among the children. As expected, significant difference between morning and evening
peak flow are found. By applying our strategy we obtained more clear and significant
results than in the study of Ward et al (2002) that also used the same data set.
Although there were some statistically significant associations between some
environmental variables the large number of variables included in the analysis made
interpretation difficult. Moreover, our modelling approach helped us to a better
knowledge about the relation between the peak flow and the environmental groups,
partly because of the variable reduction and partly due to our powerful and more
proper estimation methodology we used here. The approach is illustrated step by step
in details starting from a naive modelling strategy including all 42 variables with the
serious over-fitting problem and then end up with most proper model (Model 3) that
supported us with more realistic and interesting results and at the same time led us to
better understanding about the data and the problem we are analysing.
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Appendix

Figure 3 Box plots showing variables by cluster for the METEOROLOGY GROUP (un-lagged
and lagged — below)
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Figure 4 Box plots showing variables by cluster for the PARTICLE MASS GROUP
(un-lagged and lagged — below)
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Figure 5 Box plots showing variables by cluster for the MAIN ACIDS GROUP (un-lagged and

lagged — below)
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Figure 6 Box plots showing variables by cluster for the OTHER ACIDS GROUP (un-lagged and

lagged — below)
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Figure 7 Box plots showing variables by cluster for the OTHER GASES GROUP (unlagged and

lagged — below)
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